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A multilayer storage

Given a stream 𝑞1, … , 𝑞𝑚 of queries

we aim to design a scalable and 
compressed cache of size 𝑀
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• Few updates (insertion, 
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Algorithmic pattern

A fine-tunable key-value 

store based upon the LSM-

Tree. 

• Concurrency handling

• Single- & multi-get retrieval

• Fast insertion/delete

Ordered
by key 

⇒Permute

Divided into 
blocks 

⇒ Partition

Compressed 
blocks 

⇒ Compress



Infrastructure

Perseus/GRICAD HPC 

infrastructure (Univ. of Grenoble).

• Dependencies installed via nix 

(or manually)

• Different multi-core clusters (dahu, 

kraken) with Infiniband NDR 

network, HPC storage systems 

(bettik, mantis, hoyt, silenus)

• OAR scheduling system

• Enabled Intel® RAPL energy 

profiler



Kraken cluster

Features CPU 
nodes

‘Fat’ 
nodes

GPU 
nodes

Number
of nodes

44 8 7

Cores 192 192 192

RAM per 
core

768 GiB 1536 GiB 1536 GiB

GPU — — 4 GPU 
NVIDIA 

H100

NVMe
capacity

1.92 TB 1.92 TB 3.84 TB

HBA 
Infiniband

1 1 2



10 GiB Python benchmark
Methodology
After fine-tuning the DB (mmap, compaction threads, …), we 

perform a benchmark on a 10 GiB Python codebase (from 

The Stack v1)

• Different compressors: zstandard (zstd), zlib, Snappy

• Different compressors levels (e.g. zlib-6 vs. zlib-9)

• Different block sizes: 4 kiB, 16 kiB, 64 kiB, 128 kiB

Results
• zstandard (zstd) is superior, outperforming both zlib 

and Snappy in terms of compression ratio and read-write 

performance

• Strong correlation between completion time and energy 

(package) performance.



Dataset features

The Stack v2 full Boffa et al.

DOI 10.48550/arXiv.2
402.19173

10.1016/j.jss.202
5.112429

Year 2024 2025

Content size 1 922.82 GB 858.99 GB

Number of 
source code 
contents

528.44 ⋅ 106 45.92 ⋅ 106

Number of 
parquet splits

512 4

Number of 
languages

32 4 (Java, 
Javascript, 
Python, C)

BigCode

For scaling to terabyte-
sized datasets, we 
found optimal trade-
offs with
• zstd-3 64 kiB
• zstd-6 4 kiB
• zstd-6 128 kiB
• zstd-9 128 kiB 



DB construction – time, ratios 

• The slowest tested configuration for The Stack v2 (zstd-9 

block size 128 KiB) took ~21 hours for construction.

• Construction throughput:

• The Stack v2: 50-115 MiB/s

•  Boffa et al. was faster: 150 – 450 MiB/s

• Often higher compression translate to slower construction, 

with exceptions (zstd-6 is slowest with 4 kiB than with 128 

kiB block sizes)

• Compression ratios are

• 20-25% for The Stack v2

• 15-20% for Boffa et al.



DB construction – energy 

• For The Stack v2, more compressed algorithms are often 

more energy-expensive.

• zstd-9 (128 kiB block size) consumes approximately 6 kWh, roughly 

80% of a 4-person family’s daily energy budget.

• zstd-3 (4 kiB block size) requires <3kWh 

• The Boffa et alii’s dataset is about an order of magnitude 

faster to build and is more compressible, which also makes 

it an order of magnitude more energy-efficient.

• Higher insertion throughput generally corresponds to 

greater energy savings, with minor exceptions. 

• zstd-9 is slower but more energy-efficient with a 128 KiB block size 

compared to a 4 KiB block size.



The Stack v2 Full



The Stack v2 Full
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Boffa et al., 4 languages



Boffa et al., 4 languages
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The Stack v2 Full
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Boffa et al., 4 languages
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Compared to previous result (Boffa 2025, JSS)
on non dedup code datasets

Boffa et alii (JSS, 2025) Our proposal

Static Dynamic (insertion, deletion, update)

200 GiB 2 TB

9 – 20% compr. ratio 15 – 20%  compr. ratio

Single thread Multithreaded and scalable

Often 10 MB/s for random access 
(reaching 100 MB/s in few scenarios)

Consistently several 100s MB/s

Energy-inefficient Saves 1-2 orders of magnitude energy 
compared to single-thread execution

<100 MB/s construction Several 100s MB/s



Conclusions

Our PPC approach hinging on RocksDB offers...

• Dynamic, re-configurable and performant solution

• Competitive compression (~15% on non dedup)

• Fast insertion (always >150 MiB/s for non dedup data) and deletion

• Fast random access 

• Single-gets: >500 MiB/s (The Stack v2), ~4 GiB/s (Boffa et al.)

• Multi-gets: ≈1.1 speedup

• Saves 1-2 orders of magnitude time-energy via parallelism

• Remarkable retrieval speedup as thread count increases (further 

boost thanks to RocksDB internal cache) 

Efficient caching system for Winery, Code2Code search engines

PPC



Goals & Roadmap

Demonstrated capability to index terabyte-sized 
datasets across four major languages (Python, 
C/C++, Java, and JavaScript), contributing to a 
dynamic and tunable storage engine for SWH-FUSE

Our contribution: a lossless-compressed and 
dynamic, Terabyte-scale, energy-aware, highly-
tuned caching solution based on PPC paradigm
and a NoSQL DB.

Compared to Boffa et al. [2025], our solution is
dynamic and highly tunable, achieves more robust
and performant results especially for the retrieval
phase.
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