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Overview

Core Objective: A 
PPC-informed 

key-value store 
for large-scale 

source codebases

Primary Metrics: 
Evaluating the 

trade-off among 
(compressed) 

space, time, and 
energy

Key 
Achievement: 

Order-of-
magnitude gains 

in retrieval 
throughput and 

energy



Motivation— (Open) Data 
storage in the LLM Era
Intensified competition for 

fetching human-written digital 

texts in the LLM era

• Strain on (Open) Archives: 

Large-scale scraping.

• Environmental Concerns: 

• Data centers account for 

2% of global electricity

• AI-driven disk demand

Need for automated, energy-

aware systems for CI/CD 

pipelines.

“Software Heritage: 
Terms of use for bulk 
access”

Wikitech, “Robot 
policy”:

Keep a total 
concurrency of at 
most 2, and limit 
your total 
download speed 
to 25 Mbps



Research Questions (RQs)
RQ1: How can a commodity key-value store 
(RocksDB) implement the PPC paradigm to achieve 
robust TiB-scale performance?

RQ2: Interplay of Resources: What is the complex 
relationship between data size, compressibility, and 
the time-energy trade-off in the proposed solution?

RQ3: Parallelism & Scalability: For which query 
settings and parallelism configurations can the 
solution achieve large-scale, energy-aware retrieval?



Basic Concepts—SWH
Software Heritage 

(SWH): Universal open-

source code archive (20+ 

billion files, 2 PiB of 

data).

Mission: collect, 

preserve, and share all 

source code. 

• Vulnerability detection

• Big Code Analysis

• Open Science

• Equitable AI

source code = "blobs“ (or Merkle 
DAG leaves): >99% of storage)



RocksDB: A fine-tunable key-

value store based upon the 

LSM-Tree. 

• Concurrency handling

Single- & multi-get retrieval

• Allows for insertion/deletion

• Open Source

Ordered
by key 

⇒Permute

Divided into 
blocks 

⇒ Partition

Compressed 
blocks 

⇒ Compress

Basic Concepts— RocksDB + PPC

[Buchsbaum et al., SODA 2000]



Given a stream 𝑞1, … , 𝑞𝑚 of queries, we aim to 
design a scalable and compressed cache of size 𝑀

𝑀

𝑞1 𝑞𝑚

𝑆

miss

hit

𝑐1𝑐𝑚 …

Operations:

• Many single- and 
multi-gets

• Few updates 
(insertions, deletions)

Winery 

backend
Our 

solution

𝑞1
𝑞𝑚

𝑐1𝑐𝑚 …

Proposed System Architecture



PPC-informed Key Design

Component Logic / Purpose

Primary Sort
Extension (Groups files by 
language/type)

Secondary Sort
Filename (Groups related 
projects/logic)

Unique Tie-break SWHID (Guarantees distinctness)

py.regression|swh:1:cnt:e78ff90a226879cc79e9258c29de874abd1cdeb4



Experimental Setup
• Kraken cluster (French 

national HPC): nodes with 

2× AMD EPYC 9654 

processors (192 cores, 768 

GB RAM).

• perf suite (Linux), package-

level power (entire socket).

• RocksDB tuning:

• write-once/read-many

• I/O mmap

• enlarged write buffers (2 GiB).

Primary dataset: 
800 GiB in Py, 
Java, JS, C/C++.



10 GiB Python benchmark

We micro-benchmark on a 10 

GiB Python codebase

• Ops: insertion, single-get, 

multi-get (uniform and 

power-law key distribution)

• Compr. algorithms:

zstandard (zstd), zlib, 

Snappy

• Compr. levels:

3, 6, 9, 12, 22

• Block sizes:

4, 16, 64, 128 kiB

zstd outperforms 
zlib & Snappy 

Strong time-
energy correlation

We found optimal 
trade-offs:
• zstd-3 64 kiB
• zstd-6 4 kiB
• zstd-6 128 kiB
• zstd-9 128 kiB 



DB construction – time, ratios

Best Speed/Energy
most compressed (15.49%)

Slowest

~0.85 kWh

(powering an electric vehicle for 4 km)



Parallel retrieval – time, ratios
For uniform key distributions, 

we achieved 8.4x to 30.0x time-

energy speedups/gains.

• Scaling energy efficiency is 

more difficult (non-energy-

proportionality)

• zstd-6 (4 KiB) was the fastest

• 16 threads for single-gets

• 32 for multi-gets

Power-law queries (skewed 

access) were more rapid but hit 

performance plateaus sooner 

(Amdahl’s Law).



Key Contributions

• Pareto-optimal storage 
backends for large-scale 
source code archival

• Order-of-magnitude
time-energy gains via 
parallelism

• Show non-energy 
proportionality in  
parallel retrieval

Future Roadmap

• Distributed Scaling: 
Porting multi-node
RocksDB clusters

• AI-enhanced Keys: Using 
Transformers to optimize
compression ratios

• Automated
benchmarking in green 
CI/CD pipelines

Conclusions & Future Directions
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